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linear scale. Thus, if DEV is the deviation in a band, then the passband response is 1 + DEV, and the
stopband response is | 0 + DEV | = DEV, on a linear scale

The last column, containing values for the Weight, deserves some discussion. As explained, the PMR FIR
filter is designed by a process which finds an equiripple approximation to the specified magnitude
characteristic on a linear scale. If a weight of 1.0 is used for each pass and stop band then the deviation from
the desired value in each band will be the same. For example, if the deviation is 0.01 then the passband gain
will have a maximum value of 1.01 and a minimum value of 0.99, whereas the stopband will have a gain with
magnitude between 0.0 and 0.01. This gives a range of +0.086 to -0.087 dB in each pass band, and a
minimum attenuation of 40 dB in each stop band. If the weights are changed to 1 for pass bands and 10 for
stop bands, then for a deviation of 0.01 in the pass bands there will be a deviation of 0.001 in the stop bands,
for a minimum attenuation of 60 dB. When you select the LP, HP, BP, or BS option then DISPRO
automatically computes the weight values from your specification of the maximum passband attenuation and the
minimum stopband attenuation. This accounts for the four digit values for weights in Figure 3-12, values
which do not seem to be an intuitive choice.

When you choose the multiband option you must supply the values for weights. A simple way to get an idea
of what weights to choose for a multiband design is to initially select a LP design, enter the values of AMAX
and AMIN you wish to use for the multiband design, proceed with the LP design to the point where the
weights are displayed, and then make a note of the weight values so that you can use them with your multiband
design.

3.2.2.1.5 Arbitrary Magnitude

The PMR design method is capable of finding a Chebyshev equiripple approximation to any arbitrary
magnitude response characteristic — well, almost any magnitude characteristic. In DISPRO you can specify a
shape for each of the bands in your PMR design by providing a set of (frequency, magnitude) point pairs. The
magnitude values can be on a linear or a dB scale. During the design computation DISPRO will do straight-
line interpolation between the specified points — on a linear scale — thus giving you the capability to specify a
piecewise linear curve for the desired magnitude shape. Because the Chebyshev approximation is done on a
linear scale, getting a desired magnitude response shape on a dB scale will require that you specify the desired
shape at points which are not "too far" apart. The point pairs can be read from a previously prepared disk file,
or can be typed in from the keyboard and optionally saved to a disk file. The maximum number of point pairs
that can be specified for a band is 16*N times the fraction of the frequency axis occupied by the band, where
N is the length of the filter — this is usually more points than you would realistically want to specify. The
quality of the solution depends critically upon the amount of "variation" in the specified shape, with smooth
curves having small slopes giving the best results.

There are few rules that can guide you in doing a PMR design with an arbitrary magnitude characteristic, but
mostly you will have to experiment. The procedure as implemented in DISPRO requires you first to go
through the process of specifying a LP, HP, BP, BS, or Multiband filter. You should not worry about
labelling bands as Pass or Stop because when you get to the arbitrary magnitude specification you can establish
any desired level for a band, not just the 1.0 and 0.0 levels implied by the Pass/Stop designations.
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If you use the LP,HP,BP,BS option then the estimated filter length may well be entirely unsuitable if the
magnitude characteristic you specify results in a change in level across a transition band that is much less than
or much greater than 1.0 on a linear scale. Reduce the filter length if the level change is < < 1.0 on a linear
scale, and increase it if the change in level is > > 1.0 on a linear scale.

Because each band has a single error weight then the range in magnitude in any one band should be relatively
small — say 10 dB maximum — so that the ripple amplitude will be relatively uniform in the band on a dB
scale (it is uniform on a linear scale). If you need a large range in magnitude just use the Multiband option
and break up the frequency range of interest into two or more bands with very narrow transition regions; you
then select the magnitude values at either edge of the transition band to be close to each other so that the
magnitude characteristic which the PMR design produces will be "continuous" in the transition band (even
though the PMR method does not actually monitor the magnitude in a transition band).

With that general discussion out of the way, here is a "cookbook” approach to doing an arbitrary magnitude
PMR design.

1. Analyze your required filter magnitude response shape. If there is a significant level of variation then
break up the response into bands within which the range is less than, say, 10 dB — preferably less
then 6 dB. DISPRO can handle up to 7 bands. If you divide a region in which you desire a
continuous magnitude characteristic into two or more bands then you should make the transition
region between these bands small; a first choice could be two or three multiples of FS/(16N), where
FS is sampling frequency and N is the length of the filter. [Note that the standard PMR design
problem has no variation within each band because the desired levels are either 1.0 or 0.0 on a linear
scale. You can conclude from this observation that the greater the variation in desired magnitude in a
band the more difficult it will be to obtain a satisfactory solution.]

2. Select the Multiband option and provide the values for the band edge frequencies. Making a band Pass
or Stop is not important except for any band which is to be a passband with a nominal magnitude of
1.0 on linear scale, or is to be a stopband with a nominal magnitude of 0.0 on a linear scale.

3. Selecting values for the weight in each band presents a problem. You will have to estimate the
"average" level in each band and pick a "ripple" amplitude that is appropriate — all on a linear scale.
The ratios of the ripple amplitudes will give the relative weightings to be used. The band with the
largest amplitude ripple should be assigned a weight of 1.0, and the other bands assigned a weight
that is the ratio of this largest amplitude ripple to the ripple in the band.

4. Select keyboard input of arbitrary magnitude response values when that menu choice appears.
DISPRO now requests data for each band in turn; type Esc if no arbitrary response values are to be
specified for the current band. You will be offered the choice of specifying the values on a dB or
linear scale for each band; make the appropriate choice, which can be different for each band. (Note
that if no arbitrary response values are to specified for a band then you must have specified the band
as either Pass or Stop, and expect the desired magnitude to be 1.0 or 0.0, respectively, on a linear
scale.) The input of values is self-explanatory. The lower and upper band edges are specified first
(they are the only points which must be specified). The other points in the band can be entered in
any order. Note that if you are specifying a shape on a dB scale you must specify a reasonable
number of points between the band edges; always remember that the Chebyshev approximation is
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being done on a linear scale and that a coarsely specified piecewise-linear curve on a dB scale may
translate to a linear-scale piecewise-linear curve which deviates substantially from your desired
magnitude response shape.

5. When you finish specifying values for all bands then you can choose to review/correct the values; at
this level DISPRO provides a built-in editor capability which not only allows you to modify/correct
the entered point values but also permits the entering of additional data points in any band. The
desired magnitude response values can also be saved to a disk file; we recommend that you do store
the values in a separate file in case the current design is unsatisfactory and you must redo it (the
values will be stored also in the filter data file if one is created, but are there for reference purposes
only and cannot be retrieved for editing). The only way you can see how well the design fits your
specifications is to plot the frequency response. If the results are unsatisfactory you will have to redo
the entire design process because you will be designing a new filter. Having the arbitrary response
values in a file will save you the tedium of reentering them, but only if no changes are made to the
sampling or band edge frequencies. When you reach the stage where the values can be read in from
the file, realize that once they are read in you can modify them and store the modified values to the
same file.

6. The deviation values which are displayed after the design computation is done have to be interpreted as
the ripple about the specified magnitude characteristic on a linear scale. You may be able to decide
at this point if the design is a good one or not. If you choose to redo the specification at this point —
before going to the frequency response module — then you will find that all of the design
specifications have been retained and you need only change what you wish. Again, if sampling or
band edge frequencies are changed then the arbitrary magnitude values stored in the file can not be
used.

3.2.2.2 Kaiser Window FIR Filter

This type of linear-phase FIR filter is designed by using a Kaiser window function to select a finite number of
the coefficients of the Fourier series expansion of the ideal frequency response.

Because the frequency response of a digital filter is periodic, with period equal to the sampling frequency, it
can be expanded in a Fourier series. The coefficients of this expansion are the samples of the impulse
response of the digital filter. For ideal LP, HP, BP, and BS filters with zero-width transition bands, the
impulse response is a doubly-infinite (from minus to plus infinity) time function with a sin(x)/x characteristic.

Taking a finite number of the Fourier series coefficients would lead to large amplitude ripple at the transition
from pass to stop band, and would give poor stop band performance. By modifying the Fourier series
coefficients through multiplication by the values of a window, or tapering, function, the ripple magnitude at
the pass-to-stop-band transition points can be greatly reduced. Kaiser has used the properties of his window
function to develop a set of design formulas for FIR filters.

Because the Kaiser window design is somewhat different from the PMR FIR design the user interface is not
exactly the same. The first difference is the question as to whether the filter length is to "...be specified (S) or
computed (C)". The default choice is to use Kaiser's empirical formulas to compute the filter length from the
usual set of performance specifications; as with the PMR FIR you may wish to directly specify the length.
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If you choose to have the length computed, the remainder of the dialogue is the usual one except for the second
difference: because the passband and stopband ripples are tied together in Kaiser's design method, only the
stopband attenuation can be specified. The passband ripple magnitude is inversely proportional to the stopband
attenuation. Thus, for a stopband attenuation of 50 dB or more the passband looks essentially flat.

When you choose to specify the length of the filter you have essentially determined the width of the transition
bands — i.e., the sharpness of cutoff. Thus, the specification display asks for only the passband edges (LP
and BP) or the stopband edges (HP and BS). The other edge frequencies — pass or stop band values, as
appropriate — will be computed from the specifications. If you choose this route you must be aware that the
set of specifications that you have provided are not necessarily consistent. For example, if you specify
Sampling Frequency (Hz) 1.0
End of passband (Hz) 0.2
Minimum stopband attenuation (dB) 70
then you will get an error message stating "...Edge frequencies inconsistent--...", which means that the
computed value for the beginning of the stopband is greater than FS/2=0.5. In fact, the value computed for
the beginning of the stopband in this example is 0.6317549. The obvious fact is that a length 11 FIR filter
does not have a very sharp cutoff, and thus to achieve 70 dB stopband attenuation the passband edge must be
very low in frequency. If the passband edge is reduced to 0.05 the design is successful, with a stopband
beginning at 0.4817549. Note that the transition band has width 0.4317549, a value determined by your
choice of filter length and stopband attenuation.

After some experience designing FIR filters you will discover that the Kaiser window FIR filter is less efficient
than the PMR FIR filter, in the sense that equal specifications lead to a longer length Kaiser window filter.
What then is the reason for using a Kaiser window FIR filter? In the context of DISPRO one reason may be
computation time; a length 1023 Kaiser window filter can be designed in less time than, say, a length 40 PMR
FIR filter. Also, due to memory limitations, 1024 is the longest length PMR FIR filter that can be designed in
DISPRO whereas the Kaiser window FIR can be as long as 8191. A secondary reason is that because of the
straightforward computation using Fourier series coefficients and the Kaiser window function there is no
possibility of failure — a Kaiser window design is always possible. The Kaiser window design does have a
characteristic which, under certain circumstances, may make it competitive with the PMR design: the stopband
of the Kaiser window design is not "flat" but rolls off with frequency, whereas that of the PMR design exhibits
a constant minimum attenuation. Taking advantage of the rolloff would allow you to specify a smaller value
for AMIN for the Kaiser design and thus get a shorter length filter. Typically, most of the stopband for a
lowpass Kaiser window design will provide 10 to 20 dB more attenuation than was specified for AMIN (which
in this case is just the attenuation at the beginning of the stopband). You will have to gain some experience
with both the PMR and Kaiser window designs in order to see if this rolloff characteristic can be of benefit for
you.

There are many window functions in existence, each having its advocates for specific purposes. In the design
of FIR filters by the window method the Kaiser window is the best to use, both because of its performance and
because its parametric nature allows for a flexible design method. Other windows produce inferior or almost
as good results, but not better results. ("If the simplicity of design by the...[window]...method is desired, the
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Kaiser window is probably the best...". T. W. Parks & C. S. Burrus, Digital Filter Design, Wiley-
Interscience, 1987, p83.)

3.3 Evaluation of Filter Properties and Operations

IR filters will have exactly the frequency response that was specified in the design process, when the floating-
point-precision coefficients are used. However, because the design process for FIR filters is only approximate,
it is usually desirable to check the frequency response, even for the floating-point-precision coefficients.
Quantizing the coefficients for either class of filter is a first step in evaluating the filter performance when
implemented in fixed-point or integer arithmetic. The frequency response with finite-precision coefficients will
show the degree of sensitivity of the filter's poles and zeros to coefficient quantization. But it must be
remembered that even if the frequency response looks acceptable in, say, 7 bits-plus-sign precision, it is not
guaranteed that the actual operation of the filter will be acceptable. Thus it is necessary to look also at the
time domain properties of the filter when it is operating in finite-precision, fixed-point arithmetic.

3.3.1 Frequency Response Computation & Plotting

DISPRO provides an extremely flexible capability for evaluation of the frequency response properties of IIR
and FIR filters. Any segment of the frequency response can be computed, plotted, displayed on the screen, or
printed. This can be done for any coefficient wordlength. For IIR filters this includes phase angle and group
delay. The magnitude response can be plotted on a linear or dB scale. The boundaries of the pass and stop
bands can be plotted; these are the band boundaries for the floating-point-precision coefficients, and thus can
be used as reference lines for judging the effect of coefficient quantization. The numerical values of the
frequency response can be saved to the filter data file for processing by your own software. (Note that
coefficient quantization when computing a frequency response is strictly local and temporary — the floating-
point-precision coefficients are retained unmodified).

When phase angle and group delay are plotted for 1IR filters there is no explicit on-screen scale. The phase
response is plotted over a + 180 to -180 degree range; no scale is shown on the screen, but scale markings are
printed when a hardcopy of the plot is created. The group delay is plotted in units of samples of delay, using
the interval or tick marks for the magnitude scale; a legend giving the group delay scale information is
displayed in the lower right-hand corner of the screen. Let the K-th frequency response point be at FREQ(K)
Hz, with a phase angle in degrees denoted by XANG(K). If the frequency response points are DF Hz apart,
then the group delay, in seconds, is given by
DELAY(K) = - (XANG(K) -XANG(K-1))/(360*DF)

The value of DELAY(K) should be thought of as the delay at a frequency midway between the Kt and (K—l)th
sample points, although for DF small enough this nicety of interpretation is unessential. Group delay in
seconds is an analog domain idea. For digital filters it is more appropriate to express the delay in terms of
samples. Thus, to obtain delay values in samples it is necessary only to normalize by the sampling frequency,
FS; the delay in samples is DELAY(K)*FS.

In the design of the procedures for automatically establishing magnitude and frequency axis scales and their
markings, the motivation was to adhere to good engineering practice in establishing plotting scales.
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Specifically, in automatic mode all major scale divisions are whole multiples of a scale interval value, and all
printed scale values are exact — no rounding. You may override any automatic scale selection with your own
choice for the top and bottom values for the frequency and magnitude axes, but rounding error will usually
result in less precise scale markings. Note that each axis is always divided into 10 major intervals, with the
optional grid markings providing 5 minor intervals within each major interval.

3.3.2 Coefficient Quantization

During the design phase of DISPRO all computations are performed in floating point arithmetic. These
floating-point-accuracy coefficients can be converted to a shorter wordlength fixed-point, or integer,
representation appropriate to the hardware or software realization of the filter. Floating point numbers have 24
bits of precision (plus a sign bit); hence any wordlength less than 24 can be obtained by rounding. In
specifying the desired wordlength a sign bit is always assumed. Hence, for a 16-bit processor you should
specify the desired wordlength as 15 bits. All results will be identified as so many bits-plus-sign.

The coefficient quantization function in DISPRO serves mainly as a source for coefficient values which are
displayed or printed (although the quantized coefficients can also be written to the filter data file). Sets of
coefficients for as many wordlengths as desired may be generated; the original floating-point values are always
retained in the filter data file. When displayed or printed, each coefficient is presented as both fixed-point and
integer decimal values, with the additional display option of hexadecimal 2's-complement values. Any
coefficient = 1.0 is shown as one-half the value of the coefficient followed by "*2" to indicate that the value
shown is to be multiplied by 2 to get the actual coefficient value. Of course, any coefficient with magnitude
greater than 1.0 generally must be scaled by 1/2 anyway before it can be used in standard multiplier or
programmable processor chips. Actually, most multipliers and processors operate in integer arithmetic — it is
merely a convention in digital signal processing to regard the binary point to be at the left of the word so that
all numbers are less than one in magnitude, at least conceptually. The impact of quantization on IIR filters can
also be seen by displaying/printing the values of the poles and zeros for the quantized coefficients; these may
be compared with the values for the floating-point-precision coefficients.

A BASIC program for reading coefficients from filter data files and converting to both decimal integer and
binary 2's-complement values is given in Section 5.2

3.3.3 Time Response Computation for IIR & FIR Filters

There is a single module in which both the Forced Response and the Impulse/Step Response of filters can be
computed. This module is invoked by the appropriate selection on the pull-down menu under the Time
Response main menu heading. The only operational difference between Impulse/Step and Time response is the
source of excitation. For Impulse/Step responses the excitation has a nominal value of 1.0, but this can be
scaled down if accumulator or output overflow occurs. For Forced Time Response the excitation comes from
a user-created file of samples. These sample values can also be scaled up or down before being used as inputs
to the filter simulation.

Computation of time responses is controlled through a menu system. Each of the menu options is discussed in
detail in Sect. 3.3.3.1. As background to the description of the individual options it is desirable to discuss the

3-16 [ Copyright ©Dr. John O'Donnell 2005 |






